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A new level of artificial intelligence

The project “Bilateral AI” aims at lifting artificial intelligence (AI) to
the next level. Current AI systems are in a sense narrow. They
center on a specific application or task such as object or speech
recognition. Our project will combine two of the most important
types of AI which have been developed separately so far: symbolic
and sub-symbolic AI. While symbolic AI works with clearly defined
logical rules, sub-symbolic AI (such as ChatGPT) is based on
training a machine with the help of large datasets to create
intelligent behavior. This integration, resulting in a Broad AI, is
intended to mirror something that humans do naturally: the
simultaneous use of cognition and reasoning skills.

But what exactly is Broad AI? As opposed to Narrow AI, which is
characterized by task specific skills, Broad AI aims at solving a
wide array of problems, rather than being limited to a single task or
domain. By combining sub-symbolic AI (machine learning, ML) with
symbolic AI (knowledge representation and reasoning, KRR),
Bilateral AI provides the means to develop the foundations of the
capabilities and skill acquisition for problem solving by a Broad AI.

Harnessing the full potential of both symbolic and sub-symbolic
approaches can open new avenues for AI that are better at solving
new problems, adapting to a wide variety of environments, having
better reasoning skills, and being more efficient in terms of both
computation and data use. These key features allow for a vast
range of use cases for Broad AI, starting with drug development
and medicine, over planning and scheduling, to autonomous traffic
management and recommendation systems. With fairness,
transparency, and explainability as top priorities, developing Broad
AI is also essential for addressing ethical concerns and ensuring a
positive impact on our society. These concerns play a central role
as cross-cutting aspect in our project.

The “Broad AI” resulting from the “bilateral AI” approach would use
its own sensory perceptions to perform abstractions and engage in
a logical thinking process. The AI could then, for example, organize
a trip, minimize carbon emissions, or renovate a house as cost-
effectively and ecologically as possible. In other words, AI could
perform complex planning taking all aspects into account.

Sepp Hochreiter, Director of Research: “Broad AI could potentially
improve our everyday lives as well as system-relevant aspects and
processes – such as energy, transportation and healthcare – by
becoming more environmentally sustainable, efficient and
resource-friendly.”
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Constraint Programming Recap
Key Concepts: 

• Declarative constraints to model decision and 
optimization problems 


• CP applications: scheduling, routing, and planning


Importance: 

• Quality of CP models directly impacts solving 
performance

The strength of Constraint Programming lies in its declarative nature, which allows for concise problem definitions that directly influence the 
efficiency and effectiveness of the solving process.

int: n = 5; 
array[1..n] of var 1..n: queens;
constraint alldifferent(queens);
constraint forall(i in 1..n, j in i+1..n) 
    abs(queens[i] - queens[j]) != abs(i - j)



Introduction to Streamliners
Definition: 

• Streamliners are additional constraints used to narrow the search 
space (Gomes and Sellmann, 2004)


Mechanism: 

• Incorporate domain-specific insights to prune unpromising search 
areas


• Not necessarily sound; unlike symmetry-breaking constraints 
(Flener et al., 2001)


Context: 

• Traditional streamliner generation versus LLM-based methods

Streamliners are defined by their ability to reduce the solution space through informed constraints, distinguishing them from standard symmetry-
breaking techniques.

int: n = 5; 
array[1..n] of var 1..n: queens;
constraint alldifferent(queens);
constraint forall(i in 1..n, j in i+1..n) 
    abs(queens[i] - queens[j]) != abs(i - j)

constraint queens[1] <= ceil(n/2);



Traditional Streamliner Generation
Manual & Systematic Methods: 

• Crafted by experts or generated through exhaustive offline 
testing (Spracklen et al., 2023) 

Limitations: 

• High computational cost (up to 4 CPU days) and extensive 
manual effort

Traditional approaches, though effective, are resource-intensive and time-consuming, highlighting the need for more efficient, automated 
methods.



LLM-Based Streamliner Generation 

New Approach:


• Use of Large Language Models (LLMs) to generate streamliners 
automatically


StreamLLM System: 

• Combines engineered prompts, adaptive feedback, and quick 
empirical testing on MiniZinc models 

Benefits: 

• Real-time generation and potential for novel constraint combinations 

The LLM-based approach integrates modern AI with empirical validation, significantly reducing the time needed 
to generate effective streamliners.
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Realtime vs. Offline Generation Strategies
Realtime Approach: 

• Iterative prompting with testing on a small set of training instances (≈15 
instances)


• Suited for hard problems where every minute saved is significant 

Offline Approach: 

• Extended training over a larger instance set (up to 4 hours), yielding streamliners 
that save >90% solving time 

Adaptive vs. Static: 

• Adaptive methods integrate feedback, whereas static methods use fixed prompts 

Comparing realtime and offline strategies reveals trade-offs between immediate results and long-term 
performance gains, with adaptive methods offering dynamic improvements based on test feedback.
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Experimental Setup & Benchmark Problems
Models & Instances: 

• MiniZinc models for problems like BIBD, Social Golfers, Hypergraph Coloring, etc. 

Instance Generation: 

• Custom difficulty calibration and evaluation across original, disguised, and obfuscated 
variants (Lee et al., 2023) 

Setup 

• We run the unstreamlined encoding and and three streamlined encodings in parallel


• Utilises  the complementarity of streamliners  

Metrics:


• Runtime reduction and robustness (unsat percentages)

The experimental setup ensures a comprehensive evaluation of the LLM-based approach across diverse problem variants, providing clear metrics 
for performance comparison.

1. BI Block Design (BIBD) 
2. Car Sequencing (CS) 
3. Social Golfers (SG) 
4. Vessel Loading (VL) 
5. Black Hole (BH) 
6. Carpet Cutting (CC)



Key Results & Performance Improvements

Significant improvements in solving times are observed, with detailed comparisons underscoring the robustness and efficiency of the LLM-
generated streamliners.

Figure 3: Percentage of reduction in solving time with both static and adaptive approaches using LLMs
Claude and GPT. Each bar and black line denotes, respectively, the mean and standard deviation of two
runs.

for di!erent ntrain. As expected, the larger ntrain, the more time is saved; setting ntrain = 15
seems a fair compromise for the forthcoming experiments.

4.7 Base Realtime Approach

This is the main experiment where we evaluate the realtime approach. We run StreamLLM on all
seven problems, comparing the static and adaptive approach and the two considered LLMs. We
conducted the experiment twice to fathom the influence of randomness on the results. Figure 3
reports the average time reduction of both runs.

Overall, the realtime approach achieves very encouraging results. Some runs archive reduction
in running times of 98% and more. This is the case for the CS, the SG, and the HC problem.
In some cases, the streamlined models could even solve most of the test instances in less than a
second. The good performance on the HC problem suggests that the LLMs do not just copy and
paste known streamliners from literature, but are also capable of dealing with new problems. For
a few of the problems, most noticeably the BIBD problem, the reduction is only moderate. This
is not so surprising considering that the model for BIBD already includes symmetry-breaking
constraints and so it turns out to be more challenging to find significant time savings. It is worth
noting that BIBD also sees very minor improvement in the approach by Spracklen et al. [2023].

Overall, Claude works slightly better than GPT. Comparing the adaptive and static ap-
proaches, there is no clear winner. This might be because adaptive limits the creativity of the
LLMs.

Figure 4: Solving time reduction with respect to the original solving time when including streamliner
generation time in the total streamlined running time.

Our analysis thus far compared the time reduction of streamlined models over the unstream-
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Obfuscation and Disguise

The results underscores that using alternative, semantically rich identifiers (disguise) preserves—and can even enhance—the LLM's ability to 
generate effective streamliners. In contrast, stripping away these semantic cues through obfuscation significantly hampers performance, 
highlighting the critical role of context in understanding problem structure.

Figure 5: Percentage of reduction in solving time for all seven original problems, as well as their disguised
and obfuscated versions, with both static and adaptive approaches using LLMs Claude and GPT. The
bars and black lines denote the means and standard deviations, respectively.

lined model, but did not consider the time StreamLLM spent on streamliner generation. To
revisit the realtime scenario as sketched in the introduction, Figure 4 shows the percentage of
saved time when including the streamliner generation time in the running time of the streamlined
model9. As expected, the saved time for instances that take less than 20 minutes is relatively poor
since more than half of the time is spent on streamliner generation. For larger instances, how-
ever, the generation time is relatively insignificant, and StreamLLM shows a remarkably strong
performance on most of the problems, with the exception of the BIBD problem. Note that, the
BH problem has no instances that take more than 60 minutes.

4.8 Obfuscation and Disguise

This experiment evaluates how obfuscation and disguise a!ect the performance of our StreamLLM
approach. Figure 5 shows the results. It is interesting to see is that for GPT, our approach
performs, on average, slightly better on disguised problems than on the original problems. For
Claude, it performs slightly better on the original problems. In any case, the good results on the
disguised problems suggest that the LLMs do not only copy and paste online available streamliners
for known problems but can make sense of the underlying problem and can find streamliners for
new problems. For the obfuscated problems, our approach performs, on average, worse than on
the original and disguised problems. This suggests that LLMs prefer semantically richer language

9
Since there are only a few instances where the unstreamlined model takes between 100 and 120 minutes, we

removed this interval.
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Disguised Social Golfer’s problem. The zookeepers at a large zoo are organizing seasonal habitat 
rotations to encourage socialization among animals. Each season, animals are grouped into mixed-
species habitats of a fixed size. The zookeepers want to ensure that no two animals share a habitat 
more than once during the rotation schedule, while maximizing the number of season the rotations 
can last. This problem seeks for an allocation of animals to habitats which ensures maximum variety in 
animal pairings across seasons while maintaining the integrity of habitat sizes.



Offline Streamliner Generation Approach
Extended Training: 

• Conducts training over longer durations (up to 4 hours) to explore a wider 
range of candidate streamliners.


Broader Instance Evaluation: 

• Uses a larger set of training instances to assess streamliner performance 
more comprehensively.


Enhanced Quality: 

• Offline approach often produces streamliners that reduce solving times by 
over 90%.


Adaptive Feedback: 

• Incorporates detailed feedback from extended runs, enabling refined prompt 
adjustments.

A detailed breakdown reveals the strengths and limitations of individual streamliners, emphasizing 
the value of combining multiple constraints for optimal performance.

4.11 O!ine Approach

We conduct the o!ine approach on the BH and CC problems, which show a middle-ground
performance in the main experiment, running each problem twice to assess the impact of ran-
domness. Figure 7 presents the performance of the current best triple during training and its
corresponding performance on test instances. The strong correlation between training and test
instance trends validates our approach of inferring streamliner quality from smaller training in-
stances. The performance graph shows significant quality improvements in the early stages before
gradually leveling o”. By the end of training, all runs achieve triples of streamliners that save
over 90% of running time on test instances, demonstrating that this o!ine scenario with extended
training times yields better results than the realtime approach. Among the top triples from each
run, combinations make up slightly more than half of the streamliners, with Claude generat-
ing two-thirds and GPT-4 contributing one-third. This distribution suggests that the diversity
achieved through multiple prompts and LLMs enhances overall results.

Figure 7: Percentage of reduction in solving time on both training and test instances with respect to the
length of the training phase for two runs each on two problems.

5 Analysis of the Streamliners

In this section, we analyze the relationship between the individual streamliners within the best-
performing triple for each problem. These triples are selected based on their performance in the
main experiment outlined in Section 4.7.

Table 1 shows the contribution of each of the streamliners and the original model, i.e., the
percentage of test instances it performs best. The table also shows the percentage of unsatisfiable
test instances for each streamliner. Further, one can see whether a streamliner is an implied
constraint, a symmetry-breaking constraint, or does not preserve satisfiability.

It is interesting to see that for the di”erent problems, the contribution of streamliners is
distributed very di”erently. For the HC problem, one of the streamliners contributes to 98%
of the instances, while the other two have almost no impact. In contrast to this, for the VL
problem, the contribution of the three streamliners, as well as the original model, are distributed
almost evenly. Further, one can see that for some of the problems, the original model has no
contribution at all, which means that for each instance there is at least one of the streamliners
in the triple that performs better than the original model.

It is worth noting that for some of the triples, the streamlined models make none or only
a few of the instances unsatisfiable, whilst others have rather high percentages of unsatisfiable
instances. Especially for the BH and the BIBD problem, even the streamliner with the highest
contribution makes about one-third of the instances unsatisfiable. Of the 21 total streamliners
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Conclusions and Future Directions
Summary: 

• LLM-generated streamliners significantly reduce solving times


• Both realtime and offline approaches are effective, with realtime showing practical 
gains


Future Work: 

• Develop smaller, specialized LLMs through knowledge distillation


• Introduce formal verification for constraint soundness


• Explore meta-optimization via problem disguising

Technical Report at https://arxiv.org/pdf/2408.10268

https://arxiv.org/pdf/2408.10268

