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A new level of artificial intelligence

The project “Bilateral AI” aims at lifting artificial intelligence (AI) to
the next level. Current AI systems are in a sense narrow. They
center on a specific application or task such as object or speech
recognition. Our project will combine two of the most important
types of AI which have been developed separately so far: symbolic
and sub-symbolic AI. While symbolic AI works with clearly defined
logical rules, sub-symbolic AI (such as ChatGPT) is based on
training a machine with the help of large datasets to create
intelligent behavior. This integration, resulting in a Broad AI, is
intended to mirror something that humans do naturally: the
simultaneous use of cognition and reasoning skills.

But what exactly is Broad AI? As opposed to Narrow AI, which is
characterized by task specific skills, Broad AI aims at solving a
wide array of problems, rather than being limited to a single task or
domain. By combining sub-symbolic AI (machine learning, ML) with
symbolic AI (knowledge representation and reasoning, KRR),
Bilateral AI provides the means to develop the foundations of the
capabilities and skill acquisition for problem solving by a Broad AI.

Harnessing the full potential of both symbolic and sub-symbolic
approaches can open new avenues for AI that are better at solving
new problems, adapting to a wide variety of environments, having
better reasoning skills, and being more efficient in terms of both
computation and data use. These key features allow for a vast
range of use cases for Broad AI, starting with drug development
and medicine, over planning and scheduling, to autonomous traffic
management and recommendation systems. With fairness,
transparency, and explainability as top priorities, developing Broad
AI is also essential for addressing ethical concerns and ensuring a
positive impact on our society. These concerns play a central role
as cross-cutting aspect in our project.

The “Broad AI” resulting from the “bilateral AI” approach would use
its own sensory perceptions to perform abstractions and engage in
a logical thinking process. The AI could then, for example, organize
a trip, minimize carbon emissions, or renovate a house as cost-
effectively and ecologically as possible. In other words, AI could
perform complex planning taking all aspects into account.

Sepp Hochreiter, Director of Research: “Broad AI could potentially
improve our everyday lives as well as system-relevant aspects and
processes – such as energy, transportation and healthcare – by
becoming more environmentally sustainable, efficient and
resource-friendly.”
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Motivation and Background
Motivation: 

• Modern SAT solvers integrate local search preprocessing to find high-quality 
starting assignments.


• Generic local search methods miss encoding-specific patterns that can 
significantly improve solver performance.


Background: 

• Previous work on CDCL solvers and local search (e.g., GSAT, WalkSAT) laid 
the groundwork for this research.

The paper builds on the insight that problem-specific structure—hidden in SAT encodings—can be exploited by tailoring local search algorithms, 
thereby enhancing the performance of CDCL solvers.accompanying text



Problem Statement
Core Issue: 

• Existing local search methods are general-purpose and do not 
account for the structural nuances of the encoding scheme.


Objective: 

• Automatically generate specialized local search functions by 
having LLMs interpret PySAT code and extract problem structure.


• Optimize for encoding scheme, abstracted from instance data


Impact: 

• Tailored local search functions can produce better initial 
assignments, reducing overall solving time.

By focusing on the encoding rather than instance-specific features, the approach aims to generate local search strategies that are effective across 
all instances sharing the same encoding.
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Methodology – Standardizing Encodings and Gathering Phase

Standardization: 

• Encoding schemes are expressed in Python using 
the PySAT framework, making them both human- 
and LLM-readable.


Gathering Phase: 

• LLMs are provided with the PySAT encoding (without 
problem-specific instance data) and prompted to 
generate candidate local search functions.


Verification: 

• Each candidate is tested for correctness and 
execution within a specified timeout.

This phase establishes a common representation of SAT encodings and leverages LLMs to generate a diverse pool of candidate local search 
algorithms through iterative generation and verification.

Gathering

Pool

LLM

generate Error?   Encoding 

Scheme
add

repair

Gathering

Pool

score on 
training 

instances

top k

Refinement 
Pool

LLM

refine Error?

repair

feedback

add

Ga
th

er
ing

 P
ha

se
Re

fin
em

en
t P

ha
se

Y

N

Y

N
score on 
training 

instances

Figure 1: Schematic of the whole approach from the encoding scheme to pool of refined local search functions.
From this pool we take the top-performing functions for the evaluation on test instances.

2018]. With PySAT, one can express the encoding scheme in terms of understandable—both by a hu-
man and an LLM—programming constructs. Further, PySAT abstracts away cardinality constraints
behind a single function.

4.2 Gathering Phase
We provide the LLM with the PySAT encoding scheme, without stating the problem it encodes or
any information on the instances we will test the local searches on. The LLM is then requested to
return a local search function that meets the following specifications:1

• Performs local search for the encoding.

• Has a specific function name and takes as input the original instance, the encoded instance as
PySAT objects, and a timeout.

• Returns a (partial) variable assignment where a Boolean value can be accessed using the
variable identifier.

• Must return within the specified timeout.

• Is encouraged to use the input instance and the structure of the encoding,

• as well as novel approaches.

Whenever we receive a local search function, we verify its correctness (“Error?” in Figure 1).
We verify that the local search function can be executed, finishes within the timeout, and returns
a (partial) assignment by running the local search function on an easy instance for half a minute.
Whenever an error is detected, the LLM is provided the error and, when applicable, the line the

1The prompts are given in the supplementary material.
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Methodology – Scoring and Refinement Phase
Scoring: 

• Candidate local search functions are evaluated on a set 
of training instances based on their ability to reduce SAT 
solving time.


Refinement Phase: 

• The top candidates from the Gathering Phase are refined 
iteratively, with the LLM receiving performance feedback 
to adjust the function while preserving its core idea.


Outcome: 

• This process yields multiple versions (Refined and 
Structure variants) for each candidate.

The scoring and refinement phases ensure that only the most effective local search prototypes—those that lead to significant runtime 
improvements—are advanced for final evaluation.
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Experimental Setup and Benchmarks
Benchmarks: 

• Three encoding schemes are used: Graph Coloring, Directed 
Feedback Vertex Set (DFVS), and Bounded Depth Decision 
Trees (BDDT).


Instance Split: 

• Training instances (solved by the SAT solver in 10–60 
seconds) guide the refinement process, while test instances 
(taking over one minute) assess final performance.


Solver and Tools: 

• Experiments utilize Cadical as the SAT solver and run on both 
a MacBook M1 (for gathering/refinement) and multi-core 
servers (for test evaluation).

A diverse set of benchmarks allows the approach to be tested under varying encoding complexities, ensuring the generated local search functions 
are robust across different types of SAT-encoded problems.

problem source training test

GC TreewidthLib3 
DIMACS 10 38

DVFS PACE 2022,  Zhou 
2016 18 124

BDDT various 9 32



Test Instance Performance
Evaluation Metrics: 

• Two key metrics are used: the total number of instances solved by 
the SAT solver with the local search assignment, and the number 
of additional instances solved that the SAT solver alone could not.


Results Overview: 

• For each problem (Graph Coloring, DFVS, BDDT), the performance 
of the Base, Refined, and Structure versions of the best local 
search functions is compared.


Observations: 

• The results indicate that, in many cases, the refined local search 
functions significantly improve performance on hard instances.

The experimental results demonstrate that specialized local search functions, particularly those refined via the proposed approach, enable the SAT 
solver to solve additional hard instances that it could not solve on its own.

Figure 3: Local search function scores on the training instances and test instances. Each marker represents one
local search function.

are not solved with it. This indicates that the local search’s assignment is not close enough to a
satisfying solution. This does not necessarily imply that the hybrid approach performs worse, as
the SAT solver alone can also find satisfying assignments by chance. Hence, local search functions
should not be used on instances that do not require them. However, the best local search function
achieves more solved instances than the SAT solver alone, showing that the hybrid approach is
an improvement. This local search function would not have been found without the refinement
phase, showing that gathering functions alone is not sufficient for good results. Overall, already
the prototypes created by the LLM look encouraging for hard instances, we expect an efficient
implementation to achieve even better results.

The local searches for DFVS achieve overall relatively better results than the local searches for
graph coloring. There is also a clear difference in performance between the different LLM models,
with GPT o1-mini finding the best-performing local search functions, while Claude Sonnet struggles
to find good local search functions. While the average over all local search functions looks better for
DFVS than for graph coloring, the best function can only help solve as many instances as the SAT
solver alone. As with graph coloring, several instances go unsolved whenever local search used,
although the SAT solver alone can solve them. The results show that the best local search function
can aid the SAT solver on several hard instances. As in the case of graph coloring, refinement is
necessary to find the best performing local search.

BDDT is the problem the LLMs struggled most with. No matter which local search function is
used, the SAT solver alone can solve more instances. It is not known how many additional instances
can reasonably be expected to be solvable by a SAT solver. Hence, the local search functions might
perform much better in case the test instances contained more hard but solvable instances. One of
the best local search functions can aid the SAT solver to solve instance objectivity in 2483 seconds,
which was reported by Schidler and Szeider [[2024]] as not solvable within six hours. This raises
our confidence in the quality of the local search functions.

5.6 Discussion
Our results show that it is indeed possible to automatically generate and evaluate local search proto-
types using LLMs. In the last part of our evaluation we want to discuss aspects of our approach that
are of interest for adapting our approach to other problems.

5.6.1 Test and Training Correlation

The automatic evaluation relies on some automated way of ranking the different local search func-
tions. Since large scale tests for each of the many generated functions are infeasible, we rely on
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Test Results

Results illustrate that the refined local search functions can enable the SAT solver to solve additional hard instances, validating the 
approach’s effectiveness across different problem encodings.accompanying text
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Analysis of Generated Search Strategies
Diversity and Adaptation: 

• Generated functions encompass a range of meta-heuristics (e.g., tabu search, WalkSAT, 
greedy heuristics) adapted to the respective encoding.


Problem-Specific Insights: 

• In Graph Coloring, the optimal function employs a combination of tabu search and 
random selection based on conflict scores.


• For DFVS, a straightforward WalkSAT variant emerged despite some encoding 
misinterpretations.


• In BDDT, functions are adapted to process variables level by level, reflecting the decision 
tree structure.


Key Takeaway: 

• The approach’s success is closely tied to the LLM’s understanding of the encoding, 
highlighting the need for further refinement in some cases

Analyzing the generated strategies reveals both the potential and limitations of the current approach, with diverse methodologies emerging for 
different problem types.

The speed of finding the local search functions is mainly determined by two factors: (i) how fast
the LLM model can come up with new searches despite large contexts, and, (ii) how many repair
cycles the LLM model requires to fix code issues, and how long these cycles take (which relates
to (i)). Generating one local search function can take between a second and several minutes, mostly
depending on how many local search functions we already generated—and are, therefore, in the
context—and how well the LLM model performs regarding (i). We observe that GPT o1-mini and
Claude Sonnet do not slow down much with larger contexts, while the speed of GPT 4o significantly
decreases with larger contexts.

The initial version returned by the LLMs is rarely without issues and repair cycles are required
for all LLM models. However, Claude Sonnet and GPT 4o often require several iterations and may
not be able to fix their code within ten tries, while GPT o1-mini is able to fix issues in fewer itera-
tions. Consequently, GPT o1-mini can generate the 50 searches in the Gathering Phase the fastest,
Claude Sonnet is fast but requires more tokens, and GPT 4o takes the longest time to complete the
Gathering Phase.

5.4 Refinement Phase
We pick the top five local search functions from each LLM model for the Refinement Phase. This
results in 15 Base local search versions for each problem. We refine each of these local searches 19
times, to obtain a total of 20 versions per local search, which results in 100 local searches per LLM
model. After the first ten refinements (versions 2–11), we re-encourage the LLM to use the structure
of the encoding (versions 12–20). We refer to versions 2–11 as Refined versions and version 12–20
as Structure versions.

Figure 2: The top five local search functions for different problems over different refinement iterations.

Figure 2 shows the relative ranking of the different local search functions at different points in
the refinement phase. This phase indeed achieves significant changes over time, with the ranking
constantly changing. A closer look reveals that the results can indeed change significantly in the
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Discussion and Future Directions
Evaluation Summary: 

• The framework demonstrates that LLMs can automatically generate specialized local search 
functions that improve SAT solving performance.


Challenges: 

• Enhancing LLM comprehension of complex encodings and optimizing the performance of the 
generated code remain critical.


Future Work: 

• Investigate distilled LLM variants, utilize model embeddings for diversity assessment, and refine 
feedback mechanisms during the refinement phase.

Technical Report https://arxiv.org/abs/2501.14630
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